ESN Anomaly Reports: 


Last Updated 7/31/00


Disclaimer:





To all concerned, this Anomaly List is strictly a means of notifying the ESN User community of problems encountered in using the Essential Services Node. It has been composed in an effort to save you time & effort when using the ESN. 





At this time the Government has no plans or resources to revise the ESN


hardware design.








							Sincerely,


							Mark Frigaard.





Timers:





Problem:





The ESN timer controlling the UARTS and the Serial to Parallel and Parallel to Serial ports has a limitation  in the ASIC. It allows the user to program the count using only the upper byte or the lower byte, not a combination of the two. (i.e. counts of 00:01H through 00:FFH and 01:00H through FF:00H can be used but one cannot get a count of 12:34H)  Taking into account the documented limitation that the minimum count for this counter is 4, one can generate frequencies from the counter which are :





f= 3Mhz/lsbcount,   for lsbcount = 4 to 255


		OR


f= 3Mhz/(256*msbcount)   for msbcount = 1 to 255





Workaround:





As a consequence the UART baud rates are limited to the combination of these possible counts from the timer and the additional  clock division available in the UARTs.





The S/P  & P/S converters can be driven from an external clock (potentially the other timer in the ESN) to achieve clock rates other than those available from the faulty timer.





BCRTM:





Problem:





A conflict arises when the R000 accesses the BCRTM’s Registers while the BCRTM is accessing Shared Memory. The consequence is that the data retreived by the BCRTM from shared memory can be corrupted.





Workaround:





The BCRTM support software written by DSC circumvents this particular exchange.








Interrupts:





Problem:





Enabling interrupts at the status register level can cause anomalous behaviour if an incoming interrupt immediately precedes the instruction execution. The pipeline of instructions is executed before the interrupt branch and the Enable action circumvents the disable action already taken by the hardware. As a consequence, the interrupt service routine is unable to adequately save the CPU state for its return before the second instance of the same interrupt takes the PC back to the interrupt vectors.





Solution:





Always ensure that interrupts are disabled at the status register level before enabling them. The only sure way to do this is to explicitely Disable interrupts before the Enable.





Problem:





It turns out that the sleep mode circuitry WILL wake up with an interrupt signal at least one clock cycle long.  However, because the sleep circuit takes three clock cycles to gate the processor clock back on, the processor will not see the interrupt unless the pulse is still active when the clocks are restarted.  The interrupts are sampled into the processoron the rising edge of OSCIN so any interrupt pulse MUST be greater than three clock cycles in length to guarantee that the wake up has occurred and the interrupt is latched.








Solution:





Ensure Hardware stretches interrupt pulses to at least 4 clock cycles to ensure both wake-up and interrupt response.








Analog to Digital Converter:





Problem:





Although the A to D converter in the ESN is advertised as a 12-bit device, tests have shown that its linearity trails off after 10 bits. There appears to be some distortion in the remaining bits of resolution.





Solutions:





1. Truncate your measurements to 10 bits or less.


2. Map the conversion for the remaining bits and use this as a translation table.


3. Provided there is sufficient random noise on the incoming signal, over-sampling with 10 bits of resolution can produce a higher precision average.





 


Clocks:





Problem:





The OSCOUT signal from the ASIC has limited drive capabiltiy generally producing a distorted clock at rates as low as 12 Mhz.





Solution:





Limit use of the OSCOUT signal to those insatances where dropped edges will have minimal impact. Or better yet, use the same driver that feeds OSCIN to drive any other loads that need this frequency.





Problem:





The "750_KHZ" clock signal on the Generic RSN stops (goes high and stays there)


during a reset of the processor. This fact is not clearly stated in the


documentation and I would like to make sure that all designers are aware of


this condition. In addition, the "750_KHZ" signal will be distorted for one


cycle during a watchdog timer reset. If you are using this signal in your


designs, please be aware of these facts.





Solution:





Adapt your circuits to accomodate the above discrepencies or implement your own divide by 16 circuit to achieve this clock rate.











Watchdog Disable Not Signal:





Problem:





The documentaion identifies this pin as being pulled down (up?) inside the ASIC. It is not.





Solution:





Provide active control for this input.





Wait State Generator





Problem:





The Essential Services Node Hardware Specification is not clear about the


operation of the wait state generator (section 4.11). Since the MCM internal


8251A UARTS needed wait states to operate properly, we have, on the Generic


RSN, tied the WAIT_SEL_N pin low. I have found that the DEVx_SEL_N line are


being wait stated from the wait-state (bits 4-7 addr. FFF5) instead of the


Dev. wait-states (bits 0-3 addr. FFF5) as they should be in the text. It


appears that when the WAIT_SEL_N pin is tied low, we only have one wait


state counter and not two independent ones as stated in the Hardware


Specification.





Workaround:





Manage the wait state register bits 4-7 in software if you tie WAIT_SEL_N low.





Serial to Parallel and Parallel to Serial:





SP_WRD_CLK Short Timing Duration





Issue:	


The ESN MCM  Hardware Spec. indicates that the SP_WRD_CLK signal can be used as a processor interrupt signal and can be tied to one of the processor interrupt pins.    However, the ESN Hardware specification also says that the SP_WRD_CLK signal goes low ìfor the duration of one system clock cycle" section 4.8.2.5. One system


clock cycle at (I assume) 12MHz is 83.3 ns., meaning that the actual duration of this signal is 83.3 ns.  Since the UT data sheet says that the minimum pulse width of an interrupt is required to be 500ns (section 6.3), it appears that this signal cannot be used as an interrupt to the processor due to its short duration without the use of a circuit to latch this signal, allowing it to be held active for the required duration


	


Action: 


 All ESN users should be aware of this design constraint and respond accordingly to ensure the integrity of their designs.  The SP_WRD_CLK signal (which currently resides in the signal pad of available interrupt signals in the Generic RSN Core design) will be removed as an available interrupt signal from the Flight Generic RSN  Core circuit design. 





CLK_IN_N





Issue:	


There is a conflict in the ESN hardware specification concerning the status of the ESN MCM ìCLK_IN_Nî pin. The signal listing in the back of the specification shows the "CLK_IN_N" pin 355 line to be a "CI" CMOS input, Active low (floating input). But, on page 14 of the hardware spec. section 4.8.2.1, "CLK_IN_N" is listed as an active low, internally pulled down input. 


After some investigation, it has been determined that the CLK_IN_N pin is indeed a floating CMOS input. All of the ESN MCM designers should be aware of this discrepancy.





Action:  


All ESN MCM designers should be aware that the ìCLK_IN_Nî pin is a floating CMOS input (rather than an active low, internally pulled down input) and should design accordingly








For additional Information:





The ASIC Design House we used for the ESN, Firstpass Inc. is maintaining its own list, but its content will be limited to those anomalies within the ESN ASIC. (i.e. it will not cover the analog circuits etc.)








ESN ASIC users:


There will be an errata sheet for the ESN located at http://www.firstpass.com, 


listed under products available.  It will list all new and previous anomalous


operations with optional implementation methods.  The errata sheet will be 


posted beginning 8/19/97.





Please feel free to contact me with questions involving this errata sheet, the


ESN ASIC in general, or other FirstPass products or design services.  





Greg Lannan


Vice-President


FirstPass, Inc.





(303)688-6866


greg@firstpass.com


�



===========================================================


Anomalies, the next Generation:





Analog Subsection:





The AMP01 component in the ESN experiences two radiation effects:


Issue:





First, at relatively low energies (as low as 12 MeV) the output from the amplifier glitches. 





Action:





        - This can easily be mitigated by a half-dozen different means. Including a passive filter described below. 


===============================================================================


I have designed a filter for mitigating the glitches (10V 3-6usec) from the AMP01. I will attempt to describe it here:





First, disconnect the direct line between the AMP01 output and the AD574 input (ANA_OUT to either 10VIN or 20VIN)





Second, load the AMP01 output with a 0.47uF capacitor to analog ground (this reduces the slew rate of the AMP01 to approximately 0.1V/usec rather than the 4.5V/usec of an unloaded output)





Third, add a low-pass RC filter (R=100ohms, C=1uF) between the loaded AMP01 output and the AD574 input you used previously.





This filter should reduce the input transients to between 20 and 100mV and cause no more than a 2% deviation in the DC voltage measurement of the A to D converter. The settling time for the filter is about 1 millisecond which I believe is compatible with the operating system.





Keep in mind that this is only a suggested option, you must of course consider the dynamics of your own system before concluding whether it will work for you. 





===============================================================================








Issue:





Second, at high energies (about 59 MeV) the AMP01 can experience a destructive failure. It has been impossible to fully characterize this since we haven't til recently had the number of parts available to fuel a destructive failure investigation. My understanding from the radiation group is that this energy is a HIGHLY unlikely event. And more to the point, additional testing has to be done (stay tuned this summer). 





Action:





Should this prove to be an issue in one’s design, be aware that all the signals of concern in the AMP01 are available external to the ESN package. Consequently, another op-amp/instrumentation-amp may be substituted if necessary.








UARTS:





Problem:


	It seems that outputting a new value to the wait state register too soon after the UART output data instruction causes errors.  The symptom is that a character IS output, but the data within the output character is all 1's (an ASCII 'del' character).  





Solution:


 	Inserting some NOPS between the "otr data,uart" and "otr waits,wait_reg" makes the code work.  Counting the 2-clock instructions, it has been determined that twelve clocks work OK consistently, but 10 clocks fail erraticly.


     


	That means that there needs to be a holdoff AFTER accessing the UART, before changing the wait state register.  The I/O strobe follows the value in the wait_state register OK.  The holdoff is afer the I/O strobe.





Operand Bus Sharing:





	One program has designed a system which uses an external DMA device to access external storage RAM. Unfortunately, the documentation for the R000’s protocol for sharing the bus (BRQ_N, followed by an external BGNT_N and finally the BGACK_N from the R000) does not fully and accurately represent the ESN ASIC’s implementation of these signals. Additionally, the end-of-cycle handshake (DS_N from processor and DTACK_N from outside) is complicated by the introduction of the wait state machine in the ASIC.





	First, the Operand Address bus from the ASIC is never tri-stated while in Mode 0 (normal operations).





	Second, the ASIC drives the Operand Data Bus at the start of all WRITE operations, not waiting for the BGNT_N signal.





	Third, the data driven between the start of the cycle (BRQ_N) and the point at which it should drive the bus (BGACK_N) is not that for the given instruction but rather some enigmatic constant (0x0682).





	Fourth, Apparently the ASIC does not assert a bus request for each cycle if the access cycles are back-to-back. (it’s currently uncertain whether this is a generic issue or if it is specific to the discoverer’s hardware.)





	Fifth, the externally applied DTACK_N signal is combined with the internally generated wait state output via an OR gate. The wait state register starts “waiting”, if appropriate, at the falling edge of the M_IO_N signal. Once it’s wait is over, its output goes to zero and stays there. Additionally, the STATE1_N signal zeroes the output of the wait-state machine on its falling edge. Owing to the above-mentioned OR gate, the externally applied DTACK_N and the wait state machine outputs each have veto power over one another in providing the end of cycle signal R000_DTACK_N. The final wrinkle in this problem is that the wait-state register is loaded with its maximum value at startup.





	Sixth, the rising edge of the BGACK_N signal is delayed from its published value to nearly the center of the next STATE1_N = 0  period.





	Seventh, the Address bus experiences a glitch as it is being released, this follows the rising edge of DS_N but may present problems in certain designs.


�
Anomalies, Third Generation:





8255 Parallel Port:








The parallel port I/O connections to the MCM 8255 are briefly set LOW upon


a reset of the 8255 (i.e. the MCM). This is not what the data sheets say


should happen. The data sheets state that the I/O lines are made into


inputs, with no mention of being driven low. We have observed


this symptom on both the discrete version of the MCM (the breadboard) and


an actual ETU (ASIC) MCM. On the ACE, we use the 8255 parallel ports as


outputs to drive the D/A convertor for the reaction wheels. We are seeing


glitching on the reaction wheel analog outputs after the reset signal. One


thing to note is that on the ACE we have all of the I/O pins programmed as


outputs going into the reset.  With the pins programmed as inputs, you may


not see this glitch. All users of the MCM 8255 should be aware of this and


look into there designs to make sure that this will not cause any


unforeseen problems.





The glitch is a sharp drop to zero, followed by the expected RC curve for the pin pullups (approximately 15Kohms) R*C is about 400ns.











Current Source - Voltage Upper Limit





The current source in the ESN, which is typically used to read thermistor values, has a zener diode attached to its output node.





The component used is a Microsemiconductor CH758. This is a 10 Volt Zener Diode. One should expect it to start impacting measurements at about 9 Volts (i.e. when the resistance is greater than 9 kOhms). Be aware that this value is also temperature dependent. (approximately 7mV/deg C)





At present we do not have data sheets for this specific part. End users who are planning to use the current source to measure impedances above 8 kOhms are encouraged to contact American Microsemiconductor directly.














